Let 

E(ENO,ENAME,TITLE) 

And

G(ENO,JNO,RESP,DUR)

E represents engineers. 

G represents jobs engineers work on.

CONSIDER

“Find the names of employees who are managing a project.”

SELECT ENAME

FROM E,G

WHERE E.ENO = G.ENO

AND
RESP=’Manager’;

Two equivalent relation algebra queries:

(ENAME(σRESP=’Manager’ ∧ E.ENO=G.GNO(E X G))

and

(ENAME(E ⋈ ENO(σRESP=’Manager’(G))

The second query which doesn’t use Cartesian product (X) is the more efficient query.

In centralised query (all data in one place), query execution  can be well expressed in an extension to relational algebra. In distributed systems, relational algebra must be supplemented with operations for moving data between sites.

Consider the query from above but in a distributed context:

(ENAME(E ⋈ ENO(σRESP=’Manager’(G))

Imagine that E and G are horizontally fragmented as follows:

E1 = σENO≤’E3’(E)     &      E2 = σENO>’E3’(E)     

G1 = σENO≤’E3’(G)    &
    G2 = σENO>’E3’(G)     

Let G1 G2 E1 E2  be stored at sites 1,2,3,4 respectively.

The result is expected at site 5.

To simplify we will ignore the project operation part of the query.

An arrow from site i to site j labelled with an arrow R indicates that relation R is sent from site i  to site j.

We have two strategies : distributed and centralised.

In the centralised query we send the relations from sites 1,2,3,4 to site 5 and process the following query:

Site5: (Result = (E1 ∪ E2) ⋈ ENO (σRESP=’Manager’(G1 ∪ G2)))

For the distributed strategy an equivalent query might be:
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To evaluate the consumption of these two strategies (centralised and distributed) we will use a simple cost model/

Tuple access we cost at one unit.

Tuple transfer we cost at ten units.

Let E and G have 400 and 1000 tuples respectively and let’s say that there are 20 managers in relation G (employess with RESP=’manager’). Assume data is uniformly distributed across the sites. Also assume that E and G are clustered on attributes RESP and ENO respectively.

COST IS DETERMINED AS FOLLOWS:

DISTRIBUTED

1. Produce G’ by selecting G requires 20 * tupacc = 20. (remember data uniformly distributed 10 is cost at each site).

2. Transfer G’ to sites 3,4 (the sites of E) 20 * tuptrans = 200.

3. Produce E’ by joining E to G’= (10 * 10) * tupacc * 2 = 200.  I.e. 10 tuples (ten managers) in each of two G’s * 10 (number of employees from each E which will join (as indexed will only retrieve 10)).

4. Transfer E’s to site 5 (result site) 20 * tuptrans = 200.

TOTAL COST=620.

CENTRALISED:

1. Transfer E to site 5 400*tuptrans
            
= 4000

2. Transfer G to site 5 requires 1000*tuptrans  = 10000

3. Produce G’ by selecting G requires  1000*tupacc = 1000

4. Join E and G’ requires 400*20 * tupacc          = 8000

TOTAL COST = 23000

For greater fragmentation and slower comms times the difference would be significantly greater.

TO REITERATE: THE OBJECTIVE OF QUERY PROCESSING IN DISTRIBUTED CONTEXTS IS TO TRANSFORM A HIGH LEVEL QUERY ON A DDB INTO AN EFFICIENT LOW LEVEL STRATEGY EXPRESSED AGAINST LOCAL DBs

· A good measure of resource consumption is the total cost that will be incurred in processing the query. 

· This is the sum of all times incurred in processing operations of the query at various sites plus comms cost. 

· Another good measure is the response time which is time elapsed for query execution. 

· Since operations can be executed in parallel at different sites, the response time can be significantly less than its total cost.

CPU & I/O cost are considered for centralised query processing. As we have seen, COMMS costs are considered in DDBs and this is probably the most important factor.

NOTE ON COMPLEXITY OF RELATIONAL OPERATIONS (THIS DIRECTLY AFFECTS EXECUTION TIME AND IS USEFUL INFORMATION FOR A QUERY PROCESSOR (n is cardinality of relation):

	Select, project (without duplicate elimination) 
O(n) 

	Project (with duplicate elimination), Group

O(n*log n)

	Join, Semijoin, Division, Set Ops.


O(n*log n)

	Cartesian Product





O(n2
)


This suggest two principles: 

· first – complexity is relative to the size (cardinality) of the relations therefore most selective operations which reduce cardinality should be performed first. 

· Second – operations should be ordered in increasing complexity so that Cartesian products can be avoided or delayed.

Some notes on dynamic versus static query optimisation:

· When optimisation is performed statically this means that it is completed before the query actually runs. 

· Dynamic optimisation is when the query is optimised at runtime. 

· Clearly static optimisation may have its cost amortised over many executions – where with dynamic optimisation it is performed once per execution. 

· Static Opt more appropriate for exhaustive search of solution space of query. A disadvantage is that estimates must be made of size of intermediate relations and these can be inaccurate leading to sub-optimal choices. 

· Dynamic opt. more accurate at runtime because choice of next operation based on timely/accurate information. 

· Hybrid optimisation is where a mixture of both approaches is adopted – static but checking at runtime if a high discrepancy between estimated sizes and actual sizes is detected at runtime.

QUERY DECOMPOSITION: map a distributed calculus query into an algebraic query on global relations.

FOUR PHASES OF QUERY DECOMPOSITION:

1. NORMALISATION

2. SEMANTIC ANALYSIS

3. SIMPLIFICATION

4. QUERY RESTUCTURING

FOUR TYPES OF FRAGMENTATION

1. HORIZONTAL

2. VERTICAL

3. DERIVED

4. HYBRID

NORMALISATION PHASE OF QUERY DECOMPOSITION:

Goal: translate the calculus query to a normalised form to facilitate further processing.

With SQL-like languages the most important transformation is query qualification (in the WHERE clause). This can be an arbitrarily complex quantifier free predicate. 

Two normal forms: 

conjunctive : precedence to and 

-  a conjunction of disjunctions 

(p11 ∨ p12 ∨ p13 ∨…∨ p1n) ∧…∧ (pm1 ∨ pm2 ∨ pm3 ∨…∨ pmn)).

disjunctive precedence given to or 

– disjunction of conjunctions 

(p11 ∧ p12 ∧ p13 ∧…∧ p1n) ∨…∨ (pm1 ∧ pm2 ∧ pm3 ∧…∧ pmn)).

To transform use equivalence rules:

1. p1 ∧ p2 ⇔ p2 ∧ p1  
2. p1 ∨ p2 ⇔ p2 ∨ p1  
3. p1 ∧ (p2 ∧ p3)⇔ (p1 ∧ p2)   ∧ p3
4. p1 ∨ (p2 ∨ p3)⇔ (p1 ∨ p2)   ∨ p3
5. p1 ∧ (p2 ∨ p3)⇔ (p1 ∧ p2)   ∨ (p1 ∧p3)

6. p1 ∨ (p2 ∧  p3)⇔ (p1 ∨ p2)   ∧  (p1 ∨p3)

7. ¬(p1 ∧  p2) ⇔ ¬p1 ∨ ¬p2
8. ¬(p1 ∨  p2) ⇔ ¬p1 ∧ ¬p2
9. ¬(¬p) ⇔ p

EXAMPLE:

“find the names of employees who have been working on project J1 for 12 or 24 months”

SELECT ENAME

FROM E,G

WHERE E.ENO = G.ENO

AND G.JNO = “J1”

AND DUR = 12 OR DUR =24;

The qualification (WHERE) in conjunctive normal form is:

E.ENO = G.ENO ∧ G.JNO=”J1” ∧ (DUR = 12 ∨ DUR = 24)

The qualification (WHERE) in disjunctive normal form is:

(E.ENO = G.ENO ∧ G.JNO=”J1” ∧ DUR = 12) ∨ 

(E.ENO = G.ENO ∧ G.JNO=”J1” ∧ DUR = 24)

In disjunctive normal form the query disjunct can be processed as independent subqueries linked by unions – but as we can see this leads to replicated join and select predicates. Conj. Normal form usually more practical as there are usually more ands than ors.

ANALYSIS PHASE OF QUERY DECOMPOSITION:

Enable rejection of normalised queries for which further processing is impossible or unnecessary. Mainly  rejected because query is type incorrect or semantically incorrect. If either case is detected the query is returned to the user with an explanation.

TYPE INCORRECT: if any attributes or relation names not defined in the global schema or operations being applied to attributes of the wrong type.

EXAMPLE- type incorrect:

SELECT E#

FROM E

WHERE ENAME > 200

E# not declared in schema. Operation ‘>200’ type incompatible with ENAME (string).

EXAMPLE- semantically incorrect:

A query semantically incorrect if components of it do not contribute in any way to the generation of the result. In the context of the calculus not possible to determine semantic correctness for general queries. With limitations, though, we can check sem. Correctness for a large class of relational queries – those which do not contain disjunction or negation.

This approach is based on a representation of a query as a graph (query graph or connection graph).

In a query graph one node represents the result relation and any other nodes represent operand relations. An edge between two nodes that are not results represents a join, whereas an edge whose destination node represents the result is a project. Furthermore a non-result node may be labelled by a select or a self-join. 

An important sub-graph of the relation connection graph is the join graph where only joins are considered – this is particularly useful for optimisation.

EXAMPLE:

“Find the names and responsibilities of programmers who have been working on the CAD/CAM project for more than three years and their manager’s name.”

SELECT ENAME,RESP

FROM E,G,J

WHERE E.ENO = G.ENO

AND G.JNO = J.JNO 

AND JNAME = “CAD/CAM”

AND DUR >= 36

AND TITLE=”Programmer”;

Query Graph :
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CORRESPONDING JOIN GRAPH:


[image: image3]
By looking at the graph we can determine whether or not it is semantically correct – it is if it is not connected. That is, sub-queries do not contribute to the result and are useless. Lets look at our original query:

SELECT ENAME,RESP

FROM E,G,J

WHERE E.ENO = G.ENO

AND JNAME = “CAD/CAM” AND DUR >= 36

AND TITLE=”Programmer”;

AND G.JNO = J.JNO  - MISSING!  QUERY GRAPH NOW:
[image: image4]

 SHAPE  \* MERGEFORMAT 
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SIMPLIFICATION PHASE OF QUERY DECOMPOSITION:

REDUNDANCY REMOVED BY APPLYING WELL KNOWN TRANSFORMATIONS (IDEMPOTENCY RULES):

σ∧⋈(
1. p ∧ p ⇔ p

2. p ∨ p ⇔ p

3. p ∧ true ⇔ p

4. p ∨ false ⇔ p

5. p ∧ false ⇔ false

6. p ∨ true ⇔ true

7. p ∧ ¬p ⇔ false

8. p ∨ ¬p ⇔ true

9. p1 ∧ (p1 ∨ p2) ⇔ p1 

10. p1 ∨ (p1 ∧ p2) ⇔ p1
EXAMPLE SIMPLIFICATION

SELECT TITLE

FROM E

WHERE (NOT (TITLE = “PROGRAMMER”)

AND (TITLE=”PROGRAMMER”

OR TITLE=”ELECT. ENG.”)

AND NOT (TITLE=”ELECT. ENG.”))

OR ENAME=”J.SMITH”

Can be simplified to:

SELECT TITLE

FROM E

WHERE ENAME=”J.SMITH”

WHY?

Let:

p1  TITLE=”PROGRAMMER”

p2 TITLE=”ELECT. ENG.”

P3  ENAME=”J.SMITH”

Query qualification is therefore:

(¬p1 ∧ (p1 ∨ p2) ∧ ¬p2) ∨ p3 

Disjunctive normal obtained (rules 3 & 5)

(¬p1 ∧ p1 ∧ ¬p2) ∨  (¬p1 ∧ p2 ∧ ¬p2) ∨ p3

we end up with: false ∨ false ∨ p3 which is equivanet to p3 by rule 4.
REWRITING (RESTRUCTURING) PHASE OF QUERY DECOMPOSITION

This last step involves rewriting the calculus query in the relational algebra and typically has two sub-stages:

1. Straightforward transformation from calculus to algebra.

2. Restructuring of the algebra statement to improve performance.

We will represent the algebra query as a relational algebra tree. Leaf nodes of this tree are stored relations and non-leaf nodes are intermediate relations produced by RA operators. The sequence of operations is directed to the root which is the result of the query.

Transforming a calculus query into an algebra query is fairly straightforward. (1) Create a leaf node for each tuple variable (relation) (ex FROM clause). (2) The root node is created as a project operation involving result attributes (ex SELECT clause) (3) The WHERE clause is translated into an appropriate sequence of relational operations (select, join , union etc) going from leaves to root.

EXAMPLE:

“Find the names of employees other than J SMITH who worked on the CAD/CAM project for either one or two years”

SELECT ENAME 

FROM J, G, E 

WHERE G.ENO = E.ENO

AND G.JNO = J.JNO

AND ENAME <> “J SMITH”

AND J.NAME = “CAD/CAM”

AND (DUR =24 OR DUR =24);
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By applying transformation rules many equivalent tress (to the one given) can be found. Let’s look at six useful rules:

1. Commutativity of binary operations Cartesian Product and Join are commutative:

R X S  ⇔ S X R and R ⋈ S ⇔ S ⋈ R  and  R ∪ S ⇔  R ∪ S  

NOTE: SET DIFF AND SEMIJOIN NOT COMMUTATIVE.

2. Associativity of binary operations 
(R X S)  X T  ⇔  (R X S) X T 

(R ⋈ S) ⋈ T  ⇔ R ⋈ (S ⋈ T)  

3. Idempotence of unary operations

A series of projections can be grouped into one projection and conversely split into a series of projections.

Let R be a relation with a set of attributes X 

with Y⊆ X and Z ⊆ Y then:

(Z(Y(R) ⇔ (Z(R)

Similarly, for selection we can group and ungroup series of selections:

σp1(A1) (σp2(A2) (R)) ⇔ σp1(A1) ∧ σp2(A2) (R)) where σpi(Ai) is a predicate applied to the attribute Ai.

4. Commuting selection with projection.  Selection and projection on the same relation can be commuted as follows:

(A1,…..An(σp(Ap) (R))  ⇔ (A1,…..An(σp(Ap) ((A1,…..An,Ap( R))  

NOTE: if Ap is already in A1…An   it doesn’t have to be included in the inner projection.

5. Commuting selection with binary operations. Selection and Cartesian Product can be commuted using the following rule:

σp(Ai) (R X S)  ⇔  (σp(Ai) (R)) X S) Where Ai is an attribute of R.  

σp(Ai) (R ⋈p(Aj,Bk) S)  ⇔  (σp(Ai) (R)) ⋈ p(Aj,Bk) S)

Selection and Union can be commuted as can Difference (as long as R and T union compatible).

σp(Ai) (R ∪ T)  ⇔  σp(Ai) (R) ∪ σp(Ai) (T)

σp(Ai) (R - T)  ⇔  σp(Ai) (R) - σp(Ai) (T)

Result = (E’1 ∪ E’2)
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